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Key observation: Each weight W is a matrix, not a scalar.
1 Adam: Adaptive Moment Estimation
(i) Momentum (ii) Bias Correction (iii) SNR Scaling
EMA smooths noisy Init at 0 = divide by Step o< 1 /\/ 0y large
mini-batch gradients (1 — ") to correct cold when signal > noise
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Blind spot: Adam flattens W € R™*" into a vector and normalises entry-wise — no
access to the singular-value structure of G;.

2 Adam’s Blind Spot and Muon's Fix

The condition number s = 0y, /omin Of an update matrix measures how dominant a
few directions are over others. Large k means the update is nearly low-rank — most
energy concentrated in just a few singular directions.

In practice, SGD-momentum and Adam updates for 2D transformer parameters typ-
ically have very high k — all neurons dominated by just a few directions, while other
potentially useful directions are suppressed (Jordan et al., 2024). Muon's orthogonal-
ization recovers these “rare directions.”

Muon’s fix: write M, = UXV '. Discard X — step equally along all singular directions

Gradient SVD
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large o dominate all o treated equally

Muon
1. M; <+ BM,; |+ (1 — 5) Gy momentum
2. Wt < Wt—l — Nt OI‘th(Mt) orthogonalized via Newton-5Schulz

3 Muon and its Connection to Preconditioning Methods

4 Condition-Number-Free Convergence (Ma et al., 2026)

Case Study — In-Context Learning (ICL). A single-layer linear transformer minimizes
f(Q) over Q e R™“ where the context covariance S = +>" a;z/] . k(S) controls how

ill-conditioned the problem is. Ma et al. (2026) state f(Q) without derivation — we
recover it from the prediction error.

% Original Derivation Il — ICL Objective from First Principles

The true label is y, = w'z, The prediction g, = w'SQz, Prediction error:
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Step 1. E,[-] via E,Jw' Aw] = tr(A):

Eul---] =t((SQ — I) zgz, (SQ —1)").
Step 2. E,, [-] via E,, [z4z,] = S:
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f(Q) =3t((SQ - 1)S(SQ—1)")
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Muon achieves rapid convergence across all k; GD and SignGD slow significantly under
ill-conditioned settings (Ma et al., 2026).

5 NAMO: Combining Adam’'s SNR with Muon'’s Direction

Shampoo (Gupta et al.,, 2018) is a principled second-order optimizer maintaining
left/right curvature matrices per layer. Muon emerges as its accumulation-free (zero-
memory) limit.

Drop History

Shampoo
P : L = GG Muon Direction
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% Original Derivation | — Accumulation-Free Shampoo =
Gradient Orthogonalization

Bernstein & Newhouse (2024) state this as an observation; we verify it algebraically.
et G, =USVT. Ly =ys-2uT, RV=vs2yT
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Wy =W;_1 —nUV' =W,_, —n Orth(Gy).

Muon’s weakness: M +— Orth(M) is unbounded:
M = diag(1,0), M’ = diag(1,-9): ||[M'—=M||r =20 vyet || Orth(M")—Orth(M)||r = 2.

Small singular values corrupted by noise get amplified into the update (1/§ — o0),
causing instability. NAMO reintroduces Adam’s SNR as a scalar stepsize o, to dampen
this effect while preserving Orth(M;)'s geometry.

NAMO
1. M, < 61Mt—1 -+ (1 — 51) Gy momentum
2. Ot < Ol“th(Mt) Muon's direction via Newton-Schulz
3. Uy @Qvt_l + (1 — 62)HG,5H% scalar 2nd moment of ||Gy||
4. Ol <— HMtHF/(V @t + Et) adaptive scalar stepsize
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NAMO and NAMO-D outperform AdamW and Muon baselines on GPT-2 pretraining (Zhang, Liu,
Schaeffer, 2025).

6 Future Work

1. Better SNR for Muon. NAMO's scalar v; may be enriched with per-singular-value or
per-subspace variance estimates for more geometry-aware noise adaptation. Adam’s
bias correction (1 — %) is also not yet incorporated.

2. Theory Beyond Case Studies. Ma et al. (2026) study only matrix factorization
and ICL. A general theory explaining Muon’s consistent advantage over Adam across
architectures remains an open problem.
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